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1 - Attention basics

Three projections: g, k and v

X: each token’s vector, times three learned 4 x 4 matrices.

X 3x4
do dl1 d2 d3

e (1] 0]1]0]
at|0]1]1]e]
sat (1] 1]0]1]
each row = one token
each column = one feature




1 - Attention basics

Three projections: g, k and v

X: each token’s vector, times three learned 4 x 4 matrices.
WQ 4x4

CBEER aeaE
IEVEVEN R s S
el Gy

X 3x4
do dl1 d2 d3

e (1] 0]1]0]
at|0]1]1]e]
sat[1]1]e]1]
each row = one token
each column = one feature

q: what | look for



1 - Attention basics

Three projections: g, k and v

X: each token’s vector, times three learned 4 x 4 matrices.

The

cat

sat

each column = one feature

X 3x4
do dl1 d2 d3

1/e1]0]
onnn
onon

each row = one token

WQ 4x4

1088
11]1]1]
oofof1]
WK 4x4
(2]1]e]e]
ofof1]e]
o101
o)ofe]e]

q: what | look for

k: what | advertise



1 - Attention basics

Three projections: q, k and v

X: each token’s vector, times three learned 4 x 4 matrices.

X 3x4
do dl1 d2 d3

e (1] 0]1]0]
at|0]1]1]o]
sat ' f f (; ﬂ
each row = one token
each column = one feature

WQ 4x4

O | O || = || =

olo|r|o
O|lr|m|F

R R~ -

O |o|o | F

(<] | ] o | ]
(<] (<] = (<] x

o || o| o

RlR || R

O|lRr|mr |k

RlRr|o| kR

RlR |~

q: what | look for

k: what | advertise

v: what | hand over



1 - Attention basics

Three projections: q, k and v

X: each token’s vector, times three learned 4 x 4 matrices.

X 3x4

do dl d2 d3

The[l

o1

o)

cat[@v

1|1

0
,,0]

o

10

)

each row = one token
each column = one feature

X_sat

- W_Q[:, 0]

row of X - column of W = one number in Q

WQ 4x4

O | O || = || =

olo|r|o
O|lr|m|F

R R~ -

O |o|o | F

(<] | ] o | ]
(<] (<] = (<] x

o || o| o

RlR || R

O|lRr|mr |k

RlRr|o| kR

RlR |~

1-1 +

11 + 0:0 + 1:0 = 2

q: what | look for

k: what | advertise

v: what | hand over



1 - Attention basics

Three projections: q, k and v

X: each token’s vector, times three learned 4 x 4 matrices.
WQ 4x4

1j]0(1|1
x 1212 1091212]
ololzlz| 1]1]2]2] q: what | look for
(oo ]z 2]1]2]3]
X 3x4 WK 4x4
do dl d2 d3 Tile Ve K 3 x4
mela]efile] /o, EYe[a)e) [1]2]o]1]
aloualol T lelzlelz] lofafa)a] k: what | advertise
SGOD) N\ AR Glah)
each row = one token —
each column = one feature "‘!_V 4 "‘4 i U o3a
1 |1(1)60
TRnnn [2]2]2]1]
ookt Binn v: what | hand over
ozt (2] 2] 2] 2]
140 1414

x sat - WQ[:, 0] =11 +1-1 +0-0+ 1:0=2

row of X - column of W = one number in Q real model: 5120 numbers per token, many heads, 4 carry k and v



2 - Attention basics

One forward pass

Prefill pushes N tokens through at once; decode pushes one.
Prefill: all 6 tokens at once (N = 6)
X 6 x4
The | 1 0 [ 10

cat | O 1 1 0

sat | 1 1 0 1

on| 1 0 0 1

the [ O 1[0 1

mat | O 0 1 1




2 - Attention basics

One forward pass

Prefill pushes N tokens through at once; decode pushes one.

Prefill: all 6 tokens at once (N = 6)

X 6 x 4 \ Q 6 x 4 K 6 x 4

1L{0]2]|2 12

1j1)2¢§2 0| 1

(

| |

| J!

| |

| ﬁﬁ‘ﬁ,ﬁ' — . — -
| sat| 1|1 e 1: 202213 11
| < < < » - < L > L7 4 > L7 L >
, on|i1fefef1(r xwa |1fef1]2 11
| oy | WK, WV 7 e
, thel@j1jefj, 11f2]2 o e
I mat|0f o1 1: oo 1|2 o1
: J A

i U — o

all 6 rows in one matmul, in parallel



2 - Attention basics

One forward pass

Prefill pushes N tokens through at once; decode pushes one.

Prefill: all 6 tokens at once (N = 6)

( X 6 x 4 " Q 6 x4 K 6 x 4 V 6 x 4

. N/ N/ r r N/ \ r N/ N/ \ N N/

) The | 1 0 1 0| 1 0 2 2 1 2 0 (1 2 (2 2 1
. .1 o) Lo e e u.

: at|0f1f1]e], 12l 212 ol 1]1]1 12012

b osat|{21f 2o 2 : 202213 1[1]2]e 2210212

I _J J > )N SR S S W W S

, on|i1fefef1(r xwa |1fef1]2 1[1]ele 21211

: S | WK, Wy S - f —

, thel@ )1 [0 1, 11f21]2 ofof1]e 11f1]2

b mat[o0f o212 : ol e 1|2 ol 1]el1 201212

: J

all 6 rows in one matmul, in parallel

Decode: 1 token per step (N = 1)
(prompt: The cat)

a1 o)) —2 le)elE) BJa)ae) e )z

WK, WV

input = the token just sampled (sat)
its pass = logits for the next word



2 - Attention basics

One forward pass

Prefill pushes N tokens through at once; decode pushes one.

Prefill: all 6 tokens at once (N = 6) Lo

( X 6x4 Q 6x4 K 6 x 4 V 6 x4 other layer type
' e Ya Ve ' s e Ya N e Ya Ve \ Ve Ve N
) The | 1 || © | 1 | 0 | 102} 2 12¢|60 ( 1 2 ( 2 | 2 1
e 1 ) [ Y L1 other layer type
: cat | O 1 1 0 | 1 1 2 2 0 1 1 1 1| 2 1 2
e R =, ou o ou oul on on on oo ou o on e
Il osat|1]1fef1] 2123 11]z2]e 2222 L2
I — 2 S — T T —r—r— Gl [EYEr e
| on 1 0 0 1|1 xWaQ 10 1 2 1 1 04| o 2 1| 2 1
| — | WK, WV 3 N —
, thel 0 1jej1j, 1112 ofo|1|o 1112 K v
I mat| @ 0f1]1 : 00 1] 2 0 10 [ 1 2 [ 12| 2
| ) ’ . L4 other layer type
all 6 rows in one matmul, in parallel
L5 other layer type
Decode: 1 token per step (N = 1)
L6

(prompt: The cat)

other layer type

#(00T) — EGlE) GGl (il g

input = the token just sampled (sat) @ attention: keeps k, v other layers: no k, v cache
its pass = logits for the next word



2 - Attention basics

One forward pass

Prefill pushes N tokens through at once; decode pushes one.

Prefill: all 6 tokens at once (N = 6)

X 6 x 4 N Q 6 x4 K 6 x 4 V 6 x 4
The | 1 0 1 0| 1 0 2 2 1 2 0 (1 2 (2 2 1
) .| Sl Bl Sl Sl B Ul Gl Ul el B Ul Gl Ul Wl
cat| @ 1]1f0], 11 2]2 of[1]1]1 1[2]1]2
sat |11 o1 : 21 2]3 1f11]oe 22212
on|l1fefoelff1|r xwa [1]ef1]-2 1[1]e]oe 2[1] 2] 2
LA | WK, WV — —
the | @ | 2 @ 1], 121f2f2 oo |1 e 111]2
mat | O 0 1 1 : (¢] 0 1 2 0 1 0 [1 2 [1 2 2
........ 4

all 6 rows in one matmul, in parallel

Decode: 1 token per step (N = 1)

(prompt: The cat)

(22 ) o]

——
x W Q

WK, WV

(2

2] Badee] e )z

input = the token just sampled (sat)

its pass = logits for the next word

real model: 64 layers = 16 attention + 48 other (linear attention)

Lo other layer type
L1 other layer type
L2

other layer type

L4 other layer type
L5 other layer type
L6

other layer type

. R

@ ottention: keeps k, v other layers: no k, v cache

every layer: own weights
every attention layer: own k, v



3 - Attention basics

Attention scores: Q - K’

The sentence arrives in two chunks. This pass handles “on the mat”.

K from the cache K computed this pass

The cat sat on the mat

A8 )7787) 1 | e | e |

 axe A NA7) 1 ) e | 1 ]

8 N2 787) e | 1 | e |

A o8 08706 e ) 1 )
The
cat
sat

on |1f0Of1}2

the |1 | 112

mat | O | O [ 1 [ 2




3 - Attention basics

Attention scores:

Q-K'

The sentence arrives in two chunks. This pass handles “on the mat”.

column = token being looked at

row: token asking

The

earlier passes:
cat not needed again

sat

K from the cache
The cat sat

K computed this pass
on the mat

O 8 &) 1 ) e ]| e |
V220787 1 | e | 1 ]
a8 %) e J 1 | e |
A Q7838700 J_e J_ 1 |
1.5

I E 5 s masked:

can’t look ahead

3.5 3 2.5
Q 3 x4
on| 1|0 |1]?2 %%/ 0.5
the |12 21212 %/% 1 0.5
mat |00 f1]2 /%% 0 |e.5]| 1

K from cache

D K computed now

D old rows: not needed



3 - Attention basics

Attention scores: Q - K’

The sentence arrives in two chunks. This pass handles “on the mat”.

K from the cache K computed this pass
column = token being looked at The cat sat on the mat
EEE T e
1 0 1
KT 4 x 6 = . . . . —
U8 0 18 & o | 1 | o | O:-1 + 01 +1-1 + 2:0 1
A %) e e | 1 ] +2 - 0.5
row: token asking + V4 = 52
The 1.5
earlier passes: masked:

cat  not needed again 2.5 2.5 can’t look ahead

sat

3.5 3 2.5
Q 3 x4
on| 1|0 |1]?2 %%/ 0.5
the |2 ] 2212 %/ 1 0.5
—_— ; 37 ; ’ e S
mat | 0 | O | 1 2 /% [ 0 0.5 1 ]

% K from cache D K computed now D old rows: not needed



3 - Attention basics

Attention scores: Q - K’

The sentence arrives in two chunks. This pass handles “on the mat”.

K from the cache

K computed this pass

column = token being looked at The cat sat on the mat

a8 %] 1 | e ] e |

o s N AN AN 1 o | 1)

Vw0 8] ¢ | 1 | e |

VA A2 8) e e J 1 |

row: token asking + V4 = 52
The 1.5
earlier passes: masked:

cat  not needed again 2.5 2.5 can’t look ahead
sat 3.5 3 2.5
Q 3 x4
on|1fl0f1]2 % % / 0.5
the |1 |11 2 1 0.5
—
mat | O | O | 1| 2 0 0.5 1l

V//, K from cache D K computed now

D old rows: not needed

g_mat - k_sat
=01 +0-1+11+2:0=1
+2 - 0.5

softmax of row “mat”

e [ Je.101

cat | | 0.315
sat [ ]e.116

on [ Je.em

the [ Je.116

mt [ Je.191

weights add up to 1.000

they decide how much of each v we mix in



3 - Attention basics

Attention scores: Q - K’

The sentence arrives in two chunks. This pass handles “on the mat”.

K from the cache

K computed this pass

column = token being looked at The cat sat on the mat

Ao %] 1 | e ] e |

e AN A s e 1)

Vw0 8] ¢ | 1 | e |

VA A2 8) e e ] 1 |

row: token asking + V4 = 52
The 1.5
earlier passes: masked:

cat  not needed again 2.5 2.5 can’t look ahead
sat 3.5 3 2.5
Q 3 x4
on|1]e]1]2 % % / 0.5
the |1 (1]12]2 1 ]0.5
e s e a—
mat | @ [ 0 | 1| 2 0 0.5 1
7//, K from cache D K computed now D old rows: not needed

g_mat - k_sat
=01 +0-1+11+2:0=1
+2 - 0.5

softmax of row “mat”

e [ Je.101

cat | | 0.315
sat [ ]e.116

on [ Je.em

the [ Je.116

mt [ Je.191

weights add up to 1.000

they decide how much of each v we mix in

prefill: T tokens = T? / 2 scores

decode: one row, but it grows with context



4 - KV cache

What must be remembered

A different moment: three tokens cached, the next chunk arrives.

KV cache -3cellsinuse

free cell

1 cell = the k and v of one token

-—

I .



4 - KV cache

What must be remembered

A different moment: three tokens cached, the next chunk arrives.
forward pass: on the mat

on the mat

KV cache -3cellsinuse

-—

Bkl Bk ek
Bkl EBRE HxEeE

free cell

I .

new tokens: q, k, vcomputed



4 - KV cache

What must be remembered

A different moment: three tokens cached, the next chunk arrives.

KV cache -3cellsinuse

-—

free cell

I .

g: used in this pass only = dropped

forward pass: on the mat
on the mat

Bkl Bk ek
Bkl EBRE HxEeE




4 - KV cache

What must be remembered

A different moment: three tokens cached, the next chunk arrives.

KV cache -é6cellsin use

k, v = free cells: cache grows 3 = 6

T S U —

forward pass: on the mat

on the mat

pESd pEgd poad



4 - KV cache

What must be remembered

A different moment: three tokens cached, the next chunk arrives.

next token

-
"% )
=eps=u8®
_=—====22B8S2Z22=="~

=== = =
_——=== === -
_———===Z == - - -
- - == -
- ==

KV cache - écellsin use fm-—===z===zZZZZZZTZZZZZZECIT--T -

- —-— =

- ee e e e e e e e e e e o

~

next token: all 6 cells + itself



4 - KV cache

What must be remembered

A different moment: three tokens cached, the next chunk arrives.

next token

= ===2= -
=== = 2 = = -

= = -
- - - -

KV cache -é6cellsin use ——==Z=ZZZZZZZZ=-ZZ2C-- - -7

- —-—— - - -

- ee e e e e e e e e e e o

~

we trade memory for compute

the price is memory: that is the KV cache



5 - Attention basics

One token’s attention, start to finish

Rewind to when “sat” was processed: its g meets the cached keys.

T LT

keys

(D00
T

values

(DB
T )

O from the KV cache



5 - Attention basics

One token’s attention, start to finish

Rewind to when “sat” was processed: its g meets the cached keys.

- A
v ENERERED - -

keys

(D00
T
T T

values

(DB
T )
o R - v

O from the KV cache D computed now



5 - Attention basics

One token’s attention, start to finish

Rewind to when “sat” was processed: its g meets the cached keys.

- A
= EIEEE -

keys

. ((EICIED
T T
. EERED -

values

(DD
T

x W_Q

x WYV

O from the KV cache D computed now



5 - Attention basics

One token’s attention, start to finish

Rewind to when “sat” was processed: its g meets the cached keys.

- B
g_sat nnn <« x W_Q scores=q-k+2

(+ 2 is + V4, the usual scaling)

keys
k_The [nnn] q-k The = 2-1+1-242:0+43-1 = 7 - 3.5
k_cat [n] -k cat = 2:0+1-1+42-1+3:1 = 6 > 3
k_sat n <« x W K q-k sat = 2:-1+1-1+2-1+3:0 = 5 - 2.5

values

(DB
T )
o R - v

O from the KV cache D computed now



5 - Attention basics

One token’s attention, start to finish

Rewind to when “sat” was processed: its g meets the cached keys.

- A
= EIEEE -

keys

(D00
T
- (A -

values

(DB
T )

O from the KV cache

x W_Q

x WYV

scores=q-k+2
(+ 2 is + V4, the usual scaling)

q-k The = 2:1+1-2+2-0+3-1 = 7
q-k cat = 2:0+1-1+42-1+3:1 = 6
q-k sat = 2-1+1-1+2-143:0 = 5
softmax = weights w; w, w; (= 100%)

w1 The 0.506
w2 cat 0.307 = 31%

w3 sat - 0.186 = 19%

0.506 + 0.307 + 0.186 = 1

D computed now

- 3.5

-

2.

51

5

[-)



5 - Attention basics

One token’s attention, start to finish

Rewind to when “sat” was processed: its g meets the cached keys.

- B
g_sat nnn <« x W_Q scores=q-k+2

(+ 2 is + V4, the usual scaling)

keys
k_The [nnn] q-k The = 2-1+1-242:0+43-1 = 7 - 3.5
k_cat [n] -k cat = 2:0+1-1+42-1+3:1 = 6 > 3
k_sat nn <« x W K q-k sat = 2:-1+1-1+2-1+3:0 = 5 - 2.5
values
softmax = weights w; w, w; (= 100%)
(I
w1l The 0.506 = 51%
T 1)
w2 cat 0.307 = 31%
. A
w3 sat - 0.186 = 19%

0.506 + 0.307 + 0.186 = 1

O from the KV cache D computed now

out[d] = wy-v_The[d] + w,-v_cat[d] + w;-v_sat[d]

same percents in every dimension; only the values being taken change

do  [51% ] +(31% | +(29% ] =1 ] 1.69
0.506x2=1.01 0.307x1=0.31 0.186x2=0.37

d1  [51% | +|31% ) +(a9% ] =1 | 2.00
0.506x2=1.01 0.307x2=0.61 0.186x2=0.37

d2  [51% | +(31% | +(29% ] = | | 1.69
0.506x2=1.01 0.307x1=0.31 0.186x2=0.37

d3 +x )+ )= ] 1.49

0.506x1=0.51 0.307x2=0.61 0.186%2=0.37

outline = the token’s value - filled part = what we take of it

@he B cat @ st



5 - Attention basics

One token’s attention, start to finish

Rewind to when “sat” was processed: its g meets the cached keys.

- B
g_sat nnn <« x W_Q scores=q-k+2

(+ 2 is + V4, the usual scaling)

keys
k_The [nnn] q-k The = 2-1+1-242:0+43-1 = 7 - 3.5
k_cat [n] -k cat = 2:0+1-1+42-1+3:1 = 6 > 3
k_sat nn <« x W K q-k sat = 2:-1+1-1+2-1+3:0 = 5 - 2.5

values

softmax = weights w; w, w; (= 100%)
(-]

w1 The 0.506 = 51%
(OO0

w2 cat 0.307 = 31%
. EEAENE - v

w3 sat - 0.186 = 19%

0.506 + 0.307 + 0.186 = 1

O from the KV cache D computed now

out[d] = wy-v_The[d] + w,-v_cat[d] + w;-v_sat[d]

same percents in every dimension; only the values being taken change

do  |51% ) +(31% ) +(29% ) =

] 1.69

0.506x2=1.01 0.307x1=0.31 0.186x2=0.37

d1  [51% | +(31% ) +(a9% ) =

| 2.00

0.506x2=1.01 0.307x2=0.61 0.186x2=0.37

d2 [51% ] +[31% ] +.% ] =[

] 1.69

0.506x2=1.01 0.307x1=0.31 0.186x2=0.37

a @) @) +E -

| 1.49

0.506x1=0.51 0.307x2=0.61 0.186%2=0.37

outline = the token’s value - filled part = what we take of it

@he B cat @ st

out_sat 1.69 | 2.00 | 1.69 | 1.49

contextualized “sat”
— goes on to the next layer



6 - KV cache in llama.cpp

The KV cache is just tensors in GPU memory

Toy: each token’s k and v have 2 numbers (dimension 2), f16 = 2 bytes per number, 6 cells, 2 layers

each tensor: 6 cells x 2 numbers x2B=24B GPU buffer - toy base address 0x1000 - address = base + byte offset

KO VO K1 Vi

6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B

=24B =24B =24B =24B

[ k: 2 numbers (dimension 2) ]—P 2 new rowin

every layer’s K tensor
] each number = 2 bytes (f16)

anew row in
every layer’s V tensor

[ token 3

[ v: 2 numbers (dimension 2) ]—"

each number = 2 bytes (f16)

| Each layer keeps one K tensor and one V tensor: one row per token



6 - KV cache in llama.cpp

The KV cache is just tensors in GPU memory

Toy: each token’s k and v have 2 numbers (dimension 2), f16 = 2 bytes per number, 6 cells, 2 layers

each tensor: 6 cells x 2 numbers x2B=24B GPU buffer - toy base address 0x1000 - address = base + byte offset
KO \/0) K1 V1
6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B
=24B =24B =24B =24B
| | | | |
offset +0 +24 +48 +72 +96
address 0x1000 0x1018 0x1030 0x1048 0x1060

real model, 4,096 cells: 8 MiB per tensor - row = 2,048 B - 64 KiB per cell



6 - KV cache in llama.cpp

The KV cache is just tensors in GPU memory

Toy: each token’s k and v have 2 numbers (dimension 2), f16 = 2 bytes per number, 6 cells, 2 layers

each tensor: 6 cells x 2 numbers x2B=24B GPU buffer - toy base address 0x1000 - address = base + byte offset
KO \/0) K1 V1
6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B
=24B =24B =24B =24B
| | | | |
offset +0 +24 +48 +72 +96
address 0x1000 0x1018 0x1030 0x1048 0x1060

v Checked on a real run: KO VO K1 V1, back to back — KO and K1 are not neighbours

the real run: stories15M, CPU backend, tensor offsets in bytes

cache_k_10 cache_v_10 cache_k 11 cache_v_11

@0 @147,456 @294,912 @442,368 K2 @589,824

each tensor is 147,456 B, so no padding: sizes are multiples of the 32 B CPU alignment.
CUDA aligns to 128 B (read from the source, not run): the same layout, as sizes here are multiples of it too.

real model, 4,096 cells: 8 MiB per tensor - row = 2,048 B - 64 KiB per cell



6 - KV cache in llama.cpp

The KV cache is just tensors in GPU memory

Toy: each token’s k and v have 2 numbers (dimension 2), f16 = 2 bytes per number, 6 cells, 2 layers

each tensor: 6 cells x 2 numbers x2B =24 B

KO

6 vectors x 2 numbers x 2 B

offset +0
address 0x1000

cell

cell

cell

cell

cell

cell

=24B

GPU buffer - toy base address 0x1000 - address = base + byte offset

\/0) K1 V1
6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B
=24B =24B =24B
| | | |
+24 +48 +72 +96
0x1018 0x1030 0x1048 0x1060

number O (2 B) number 1 (2 B)
+0 ][ +2
+4 ][ +6
+8 ][ +10
+12 ][ +14
+16 ][ +18
+20 ][ +22

KO: 6 rows, one per cell

row address

0x1000
one row = one token’s k vector

0x1004 :I lrow=1cell=4B 2 numbers (dimension 2) x 2B =4B

KO=6rowsx4B=24B

0x1008
0x100C
0x1010

0x1014

real model, 4,096 cells: 8 MiB per tensor - row = 2,048 B - 64 KiB per cell



6 - KV cache in llama.cpp

The KV cache is just tensors in GPU memory

Toy: each token’s k and v have 2 numbers (dimension 2), f16 = 2 bytes per number, 6 cells, 2 layers

offset +0
address 0x1000

cell

cell

cell

cell

cell

cell

6 vectors x 2 numbers x 2 B

0x100E
A 4
KO
6 vectors x 2 numbers x 2 B
=24B
|
+24
0x1018

number O (2 B)

number 1 (2 B)

+0 ][ +2

+4 ][ +6

+8 ] +10
+12 ] +14
+16 ]l +18 |
+20 ][ +22 |

KO: 6 rows, one per cell

real model, 4,096 cells: 8 MiB per tensor -

row address

0x1000
0x1004

0x1008

0x100C

0x1010

0x1014

VO

=24B

:I 1row=1cell=4B

row = 2,048 B -

GPU buffer - toy base address 0x1000 - address = base + byte offset

K1 V1
6 vectors x 2 numbers x 2 B 6 vectors x 2 numbers x 2 B
=24B =24B
| | |
+48 +72 +96
0x1030 0x1048 0x1060

cell 3, number 1

offset = 3x4 + 1x2 = 14
address = 0x1000 + 14 = Ox100E

64 KiB per cell



6 - KV cache in llama.cpp

The KV cache is just tensors in GPU memory

Toy: each token'’s k and v have 2 numbers (dimension 2), f16 = 2 bytes per number, 6 cells, 2 layers

cell

cell

cell

cell

cell

cell

KO

base 0x1000

0 [ 0x1000 - 4 B

1 [ 0x1004 - 4 B

2 0x1008 - 4 B
3 4 B
4 0x1010 - 4 B

5 [ 0x1014 - 4 B

VO

base 0x1018

[ 0x1018 - 4 B

[ 0x101C - 4 B

| 0x1020 - 4 B

0x1024 - 4 B

0x1028 - 4 B

K1

base 0x1030

[ 0x1030 - 4 B

[ 0x1034 - 4 B

| 0x1038 - 4 B

0x103C - 4 B

0x1040 - 4 B

[ 0x102C - 4 B

[ 0x1044 - 4 B

| Cell 3=o0nerow in every K and V tensor, at the same offset (+12)

0x100C

real model, 4,096 cells: 8 MiB per tensor -

0x1024

0x103C

row = 2,048 B - 64

KiB per cell

Vi

base 0x1048

[ 0x1048 - 4 B

[ 0x104C - 4 B

0x1050 - 4 B
4 B

0x1058 - 4 B

[ 0x105C - 4 B

0x1054 (four places, a tensor apart: 24 B)



7 - Unified vs non-unified KV

Split KV: one slab per slot

Non-unified: every slot owns a fixed slab of cells

-
slot A
own stream
L
g
slot B
own stream
L
g
slot C
own stream
L
g
slot D
own stream
L

| Each slot owns a fixed slab



7 - Unified vs non-unified KV

Split KV: one slab per slot

Non-unified: every slot owns a fixed slab of cells

slot A

own stream

slot B

own stream

slot C

own stream

slot D

own stream

| Each slot owns a fixed slab

.

3 free (reserved for A)



7 - Unified vs non-unified KV

Split KV: one slab per slot

Non-unified: every slot owns a fixed slab of cells

slot A

own stream

slot B

own stream

slot C

own stream

slot D

own stream

. J
(. )
. J

| Each slot owns a fixed slab

3 free (reserved for A)



7 - Unified vs non-unified KV

Split KV: one slab per slot

Non-unified: every slot owns a fixed slab of cells

slot A

own stream

slot B

own stream

slot C

own stream

slot D

own stream

(. )

. J

| Each slot owns a fixed slab

3 free (reserved for A)

5 free (reserved for C)



7 - Unified vs non-unified KV

Split KV: one slab per slot

Non-unified: every slot owns a fixed slab of cells

~
slot A 3 free (reserved for A)
own stream
slot B
own stream
slot C 5 free (reserved for C)
own stream
. J
ot D o s o s o e
slot l D |I D || D |I D || D |I D || D |I X 8 tokens > 6 cells
own stream | | | | | | | |
L\____J\____l\____J\____l\____J\____l).____l\____l

| Each slot owns a fixed slab

I No borrowing across slabs



7 - Unified vs non-unified KV

Split KV: one slab per slot

Non-unified: every slot owns a fixed slab of cells

slot A

own stream

3 free (reserved for A)

slot B

own stream

slot C

own stream

5 free (reserved for C)

slot D

own stream

X 8 tokens > 6 cells

| Each slot owns a fixed slab
I No borrowing across slabs

| 14 of 24 cells free, yet D fails



8 - Unified vs non-unified KV

Unified KV: one shared pool of cells

Unified: all slots share one pool of cells

0 1 2 3 4 5 6
12 13 14 15 16 17 18
@ slot A @ slotB @ slot C @ slotD free cell (no token)

I One pool, no slabs: any free cell works

19

20

21

10

22

11

23



8 - Unified vs non-unified KV

Unified KV: one shared pool of cells

Unified: all slots share one pool of cells

14 free cells
0 1 2 3 4 5 6 10 11
12 13 14 15 16 17 18 19 20 21 22 23

® slot A @ slotB ® slot C @ slotD free cell (no token)

I One pool, no slabs: any free cell works

I Decode = one token per slot per step



8 - Unified vs non-unified KV

Unified KV: one shared pool of cells

Unified: all slots share one pool of cells
0 1 2 3 4 5 6

® slot A @ slotB ® slot C @ slotD free cell (no token)

6 free cells left

8 9 10 11
20 21 22 23

19

I One pool, no slabs: any free cell works
I Decode = one token per slot per step

| D’s 8 tokens take 8 of the 14 free cells



8 - Unified vs non-unified KV

Unified KV: one shared pool of cells

Unified: all slots share one pool of cells
0 1 2 3 4 5 6

® slot A @ slotB ® slot C @ slotD free cell (no token)

6 free cells left

8 9 10 11
20 21 22 23

19

all four start with the same 3-token prompt

I One pool, no slabs: any free cell works split: 4 copies = 12 cells

| Decode = one token per slot per step HEEEEEEEEEEs

unified: 1 copy = 3 cells, 4 owners

D’s 8 tokens take 8 of the 14 free cells
| EES

| Shared prompt: stored once, not four times 0000 0000 c000



8 - Unified vs non-unified KV

Unified KV: one shared pool of cells

Unified: all slots share one pool of cells
0 1 2 3 4 5
12 13 14 15 16 17
® slot A ® slotB ® slot C ® slotD free cell (no token)

I One pool, no slabs: any free cell works

I Decode = one token per slot per step

| D’s 8 tokens take 8 of the 14 free cells

| Shared prompt: stored once, not four times

I Slot B is scattered: 3 pieces

6 free cells left
8 9 10 11

22 23

all four start with the same 3-token prompt

split: 4 copies = 12 cells

unified: 1 copy = 3 cells, 4 owners



9 - Challenge 1: how the mask works

How attention uses a mask

Scores first, then the mask is added, then softmax.

3.0

g-k is always computed

——/

SO

)
\——/

s

scaled score g-k/vd [ 2.0

+ mask mask value is added to it

= masked score

+
2

[ )
[ J
S
( )

softmax = weight [ 0.27 ] 0 0.73

|

—
o

-oo = weight exactly 0




9 - Challenge 1: how the mask works
How attention uses a mask
Scores first, then the mask is added, then softmax.

The mask’s main job in a unified pool: ownership

hide other sequences’ cells, and free cells (no token there)

(o 10
' free :

- - e

EERERERE ﬂ.ﬂi"??'i HERERR

C’s query

. 0: C’s own cell D -oo: other sequence l_ _1 —oo: free cell

A query sees only its own sequence’s cells




9 - Challenge 1: how the mask works

How attention uses a mask

Scores first, then the mask is added, then softmax.
C’s query at cell 10 - window = 16 cells

Lo Too o [a [0 e o ['c e [ [0 0 ' [
W oononnnnoanannonn
S EEEEEE B B eaes

= masked —oo -o0 -oo -oo -oo -0 -co -oo -o0 -o0 -0 -o0 -oo
weight 0 0 0 0 0 0 0 0.11 0 0 0 0 0 0

( every cell gets a score first J [ add the mask, then softmax J [ weights only on C’s cells - sum = 1.00 ]




9 - Challenge 1: how the mask works

How attention uses a mask

Scores first, then the mask is added, then softmax.
columns = cells in the window (16)

 BEDIDEENEG  SOOO00
ESES KN K8 -]
- EBEREN - B - (-
SEEEaa e
BEasasaaE - B

4 tokens x 16 cells x 2 bytes = 128 bytes

[ 2 bytes per entry (half precision) J [ built by the CPU, uploaded every step J ( the same mask is reused by every layer ]




9 - Challenge 1: how the mask works

How attention uses a mask

Scores first, then the mask is added, then softmax.

Split: one stream per sequence Unified: one shared pool
C’s stream holds only C’s cells C’s query against everyone’s cells

CTe Dl L Lo e ol g Lol o [0 o
BBEEES 8 B Beess

(nothing from other sequences to hide)

every query row spans the whole pool: 16 cells, 13 of them -eo

. 0 keeps the score D other sequence f_ _: free cell

Unified: one table over everyone’s cells, so each row is as wide as the whole pool




10 - Challenge 1: full-window attention

Every cell gets scored; the mask zeroes most weights

The kernel still loads them. C needs only its own cells.
window = 16 cells (the whole pool)

7 N
1 3 5 6 7 8 T 10 11 12 13 14 15
pool B B B C D) C : free : C D) D) D D D)

@ AB =prompt cell shared by A and B (] free = holds no token




10 - Challenge 1: full-window attention

Every cell gets scored; the mask zeroes most weights

The kernel still loads them. C needs only its own cells.
window = 16 cells (the whole pool)

7
3 8 (9 10
pool C C :free: C
|

C’s new token




10 - Challenge 1: full-window attention

Every cell gets scored; the mask zeroes most weights

The kernel still loads them. C needs only its own cells.
window = 16 cells (the whole pool)

7
-— -

3 8 (9 10
pool C

(of free : C
C’s new token
- e - - - -ER-EE-EE-

|

|

| —
0 = score kept - -0 = weight 0 - 2 bytes per cell (float16)




10 - Challenge 1: full-window attention

Every cell gets scored; the mask zeroes most weights

The kernel still loads them. C needs only its own cells.
window = 16 cells (the whole pool)

e
- = -

3 8 (9 10
pool C

(of free 'PEN®
C’s new token

|
|
| P

C,S tOken e e e e - e n - n - n B

0 = score kept - -0 = weight 0 - 2 bytes per cell (float16)

[ load all 4 cells ][ load all 4 cells ][ load all 4 cells

uses none uses cell 6 uses cells 8, 10

I

load all 4 cells
uses none

tile = block of cells: 256 in reality, four here



10 - Challenge 1: full-window attention

Every cell gets scored; the mask zeroes most weights

The kernel still loads them. C needs only its own cells.
window = 16 cells (the whole pool)

e
- = -

3 8 (9 10
pool C

(of free : C
C’s new token

|

|

| —
0 = score kept - -0 = weight 0 - 2 bytes per cell (float16)

load all 4 cells load all 4 cells load all 4 cells
uses none uses cell 6 uses cells 8, 10

load all 4 cells
uses none

tile = block of cells: 256 in reality, four here

Most of the work is thrown away
16 cells loaded, 3 used

A trailing all-masked tile is skipped only in big batches; an interior one never.



10 - Challenge 1: full-window attention

Every cell gets scored; the mask zeroes most weights

The kernel still loads them. C needs only its own cells.
window = 16 cells (the whole pool)

7
- = -

6 8 (9 10
pool C

(of : free 'PEN®
\
C’s new token

|
C,S tOken B e - e e - n e n - n - e e - e

0 = score kept - -0 = weight 0 - 2 bytes per cell (float16)

[ load all 4 cells ][ load all 4 cells ][ load all 4 cells ][ load all 4 cells ]

uses none uses cell 6 uses cells 8, 10 uses none

tile = block of cells: 256 in reality, four here

Most of the work is thrown away _
prefill speed - 8 sequences of 8K tokens

16 cells loaded, 3 used RTX 5090, Quen3.8-278

split 3,492 tok/s
unified 2,625 tok/s —25%

A trailing all-masked tile is skipped only in big batches; an interior one never.



11 - Challenge 1 — approach 1

Approach 1: trim the window

Don't read cells that can’t matter for this step.
window = 16 cells

6 8 TR 10
pool C O free |
| —

C’s new token

-

=\
. 0: the sequence’s own cell D —-oo: other sequence I_ 1 —oo: free cell

cells read per query

before 16 cells

| -




11 - Challenge 1 — approach 1

Approach 1: trim the window

Don't read cells that can’t matter for this step.

window = 8 cells

I |}
6 8 TR 10
C C : free : C

pool

- - e

C’s new token

trimmed load load trimmed
never read inside window inside window never read
[ |
. 0: the sequence’s own cell D -oo: other sequence I_ 1 —oo: free cell

cells read per query

before 16 cells



11 - Challenge 1 — approach 1

Approach 1: trim the window

Don't read cells that can’t matter for this step.
window = 8 cells

y o - o= o
6 7 8 9 11
C D C free D
o Ay e S 2 ]

other sequences + free cell: masked, still read

pool

C’s new token

trimmed load load trimmed
never read inside window inside window never read
[ |
. 0: the sequence’s own cell D —-oo: other sequence I_ 1 —oo: free cell

cells read per query

before 16 cells



11 - Challenge 1 — approach 1

Approach 1: trim the window

Don't read cells that can’t matter for this step.

window = 8 cells

0 1 2 3 V______ 7 s '
pool A | B | AB A.B D | C

other sequences + free cell: masked, still read

C’s new token

r
I
\

- ™,

9
free

" A

\C - — — 7

&

trimmed load
never read inside window

trimmed
never read

load
inside window

. 0: the sequence’s own cell D —-oo: other sequence

cells read per query

before 16 cells

prefill - stock

prefill - trimmed

decode - stock

decode - trimmed

=\
I_ 1 —oo: free cell

unified slower than split - 8 sequences of 8K tokens

G 25%
0 16%

O 5%

G 5.4%



11 - Challenge 1 — approach 1

Approach 1: trim the window

Don't read cells that can’t matter for this step.
window = 16 cells

7
1 3 5 6 7 8 (o =77
B B B C D C MREE :

- - e

N
10 11 12 13 14 15
pool C D D D D D

new token each

J \ ¢ ) \( \
BN -8 - - -] (- - -]-[-]-]-]-
J [ ! A )
| T { ‘.
Kl - BEIEE BEEaaaE
< I:__====: :\_4—4—4—4:
=) —oo —-oo -0 E : —oco :n -0 : =) —oo —-oo -0 :
TR ! 4\ J\. J\. J\. J
\ o )
=]~ ]-{-]-]- K0 -]-{- EEEEERER
\ I\ A !
4 4 4
load load load load
§ all in use § all in use § all in use all in use

Many sequences: nothing to trim




11 - Challenge 1 — approach 1

Approach 1: trim the window

Don't read cells that can’t matter for this step.

window = 16 cells

pool

new token each

ENE - (- ;;[ )

El - BB

BEaaa
BEEEE

10
' free '
[ —

)
i
|
i

)'g Y \
| 1
| —00 —00 —00 —00 |
1\ N J
B! A}
| 1
i —00 —oo —oo 1
1

N

... N\

—00

) S

)
I
|
i
. ; N[
I

-0 | -oo —oco

'LJL)\—J
1
]
]
]
l
I
|
i

~ -

load
all in use

|

p
load
all in use
\

7

.

load
all in use

load

all in use

|

Many sequences: nothing to trim

Still a dense mask, sent every step




12 - Challenge 1 — approach 2

Approach 2: kv_rows, a list instead of a mask

Send the cells to read, not a verdict on every cell.

1 3 T
pool B B 1 free :
‘ -— e - -

A and B each decode one new token (C, D not running)




12 - Challenge 1 — approach 2

Approach 2: kv_rows, a list instead of a mask

Send the cells to read, not a verdict on every cell.

1 3 fo
pool B B |
‘---—

dense mask

one entry for every cell in the window (16) - 2 bytes each




12 - Challenge 1 — approach 2

Approach 2: kv_rows, a list instead of a mask

Send the cells to read, not a verdict on every cell.

kv_rows 0 I 2 4

N/
)

kv_rows: list per sequence - 4 B per entry - -1 pads

(= —-—-=

)9 n
1 free |
|

Bkv rows I 3 5 ]




12 - Challenge 1 — approach 2

Approach 2: kv_rows, a list instead of a mask

Send the cells to read, not a verdict on every cell.

mask nnn -0 ( mask: only list-wide - 2 bytes per cell

. kv_rows 0 I 2 I 4 ] - ( kv_rows: list per sequence - 4 B per entry - -1 pads

\—/




12 - Challenge 1 — approach 2

Approach 2: kv_rows, a list instead of a mask

Send the cells to read, not a verdict on every cell.

mask
kv_rows

pool

01214]—

! / 1T cell 2: shared prompt cell, in both lists

1121315
EBEBRERED

( mask: only list-wide - 2 bytes per cell

( kv_rows: list per sequence - 4 B per entry - -1 pads

\—/

-
)9 |
1 free |
\ |

( Both rebuilt on the CPU, sent every step J




12a - What does a row index mean?

kv_rows: physical cell indices

One sequence owns many cells. The K and V arrays stay in place.

Cell index 0 1 2 3 4 5

Owner A B A B A B
—L

K array K[O] K[1] K[2] K[3] K[4] K[5]

V array V[0] V[1] V[2] V[3] V[4] V[5]
;I_/

N

/A

{ Sequence A: kv_rows = [0, 2, 4]

A row is a token vector, not a whole sequence.

Simplified view: one layer and one KV head; list padding omitted.

Index 4 selects
K[4] and V[4]
for the same token

/

} Sequence B: kv_rows =[1, 3, 5]



13 - Challenge 1 — approach 2: the mask

The mask with kv_rows: smaller and simpler

The list carries ownership; the mask keeps only what is left.

window = 16 cells
7 N

10
pool ' free '
[ —

oo | O I n-n

. 0: C's own cell D -oo: other sequence l - -oo: free cell

BRI EIEI RN

ownership only: 0 on C’s 3 cells, -oo on the other 13

[ Cached tokens have no query: no attention, no causal mask for them




13 - Challenge 1 — approach 2: the mask

The mask with kv_rows: smaller and simpler

The list carries ownership; the mask keeps only what is left.
window = 16 cells

pool

B «v_rows 6 I 8 I 10 ] -1 Ownership moved into the list

K sli the slice only marks the end: redundant in decode
s EEEEE  |re




13 - Challenge 1 — approach 2: the mask

The mask with kv_rows: smaller and simpler

The list carries ownership; the mask keeps only what is left.
window = 16 cells

C 11 13 14 15
pool : free : D D D) D)
\ e == & —_—

D: cached 7, 11, 12 - new tokens 13, 14, 15

EEIEIEIEIES -~ ERERER - | -
- HEEEEEEN -)
BN o o] o] o] o

. 0 keeps the score D other sequence li _: free cell D staircase: new tokens only

—0oo —0o0 =00 =00 —0oo —0o0
\ J\ J\ J\ I\ J\
Y4 Y4 N Y4 Y4 )

— 00 —00 — 0o — 00 — 00 —00

~J I I I I
—_——

—0oo —0o0 =00 =00 —oo —0o0

\ J\. J\ J\ I\ J\.

ownership row copied to every query row; staircase only among the new tokens



13 - Challenge 1 — approach 2: the mask

The mask with kv_rows: smaller and simpler

The list carries ownership; the mask keeps only what is left.
window = 16 cells

7 R
pool D | free :
| QP

D: cached 7, 11, 12 - new tokens 13, 14, 15

B «v_rows [ 7111112113114115

nnnn[ . ][ | Cached columns all 0: no causal there
J staircase only among the 3 new tokens
o [ oJolo] o I

Lo ] o ] ol o[ o] o




13 - Challenge 1 — approach 2: the mask

The mask with kv_rows: smaller and simpler

The list carries ownership; the mask keeps only what is left.
window = 16 cells

7 R
pool D) : free :
| QP

D: cached 7, 11, 12 - new tokens 13, 14, 15

n kv_rows [ 7 I 11 I 12 I 13 I e I = bytes per batch (2 B per entry)

N toy - 3 queries
EBERERER - | - e T
EBENEREENEN - ows (D 63368 (st

I CEEE TN KR KR KR
dense 124 MiB

rows B ss5mis 8x smaller




13 - Challenge 1 — approach 2: the mask

The mask with kv_rows: smaller and simpler

The list carries ownership; the mask keeps only what is left.
window = 16 cells

7 R
pool D | free :
| QP

D: cached 7, 11, 12 - new tokens 13, 14, 15

akv_rows[7111112113114115:

) kv_rows
0 ERERERER - | - P
EEEREREREN -

£ KRR KN KR ER

C - own width

one 2D mask table per sequence, like the split cache

dense: one table over everyone’s cells

I

each row as wide as the whole pool

(S x wider)




13 - Challenge 1 — approach 2: the mask

The mask with kv_rows: smaller and simpler

The list carries ownership; the mask keeps only what is left.

window = 16 cells

7 R
pool D | free :
| P

D: cached 7, 11, 12 - new tokens 13, 14, 15

new 13

new 14

new 15

a kv_rows [ / I — I — I = I 14 I 15 why it is still sent: the kernel contract

) e the mask also carries sliding-window, ALiBI,
EBERERER - | -

4 non-causal cases
nnnnn[z e padding: the kernel loads row O for -1,
EBERERERERED and the masks —eo cancels i

e always: softmax(score + mask)




13 - Challenge 1 — approach 2: the mask

The mask with kv_rows: smaller and simpler

The list carries ownership; the mask keeps only what is left.
window = 16 cells

7 R
pool D | free :
| P

D: cached 7, 11, 12 - new tokens 13, 14, 15

new 13

new 14

new 15

akv_rows[7111112113114115 4 .
/ | prototyped dropping it (own, not upstream)
nnnn[ oo ][ ceo | the kernel builds causality from the list;
< outputs identical (CUDA vs CPU tests, same output)
nnnnn[z RTX 5090, 2B model, vs stock master:

A few percent: the mask upload was a small cost.

o




14 - Challenge 1 — approach 2: cost and benefit

kv_rows: what it costs, what it buys

Small S: less work removed; list and gather costs remain.

Bytes sent per step - decode

one new token per sequence - derived, not measured
dense=2Bx 128K xS  kv_rows = (4+2) B x (128K/S) x S = 768 KiB

@ dense mask @ kv_rows list + mask

4,096

4,096 :
: break-even = 3
I
I
3,072 :
% | kv_rows sends less
“ |
5 I
[ 2,048
= 2,048 :
c
o kv_rows sends MORE |
2] more input bytesatS=1, 2 |
g I
I
1,024 768 768 :
I
I
I

1 2 4 8 16

sequences decoding at once (S)



14 - Challenge 1 — approach 2: cost and benefit

kv_rows: what it costs, what it buys

Small S: less work removed; list and gather costs remain.

Bytes sent per step - decode Bytes sent - one 512-token prefill batch
one new token per sequence - derived, not measured 8 sequences x 15,872 = 126,976 cells - derived
dense=2Bx 128K xS  kv_rows = (4+2) B x (128K/S) x S = 768 KiB

@ dense mask @ kv_rows list + mask dense mask 124 MiB

4,096 kv_rows - = 15.6 MiB 8x fewer

4,096 :
: break-even = 3 T T T
I 0 50 100 MiB
I
3,072 :
% | kv_rows sends less
“ |
5 I
[ 2,048
= 2,048 :
c
o kv_rows sends MORE |
=) more input bytesatS=1, 2 |
= I
1,024 768 768 :
I
I
I

1 2 4 8 16

sequences decoding at once (S)



14 - Challenge 1 — approach 2: cost and benefit

kv_rows: what it costs, what it buys

Small S: less work removed; list and gather costs remain.

Bytes sent per step - decode Bytes sent - one 512-token prefill batch
one new token per sequence - derived, not measured 8 sequences x 15,872 = 126,976 cells - derived
dense=2Bx 128K xS  kv_rows = (4+2) B x (128K/S) x S = 768 KiB

@ dense mask @ kv_rows list + mask dense mask 124 MiB

4,096 kv_rows - = 15.6 MiB 8x fewer

4,096
: break-even = 3 r T T
I 0 50 100 MiB
I
3,072 : Cells visited per query token
% | kv_rows sends less same prefill - one sequence in the 8-sequence pool
2 I
. !
g : 2,048 dense mask 126,976
- 2,048 |
c
5 kv_rows sends MORE kv_rows B up to 8x fewer
2] more input bytesatS=1, 2
< : : ' '
0 50,000 100,000 cells
1,024 768 768 :
I
I
I

1 2 4 8 16

sequences decoding at once (S)



14 - Challenge 1 — approach 2: cost and benefit

kv_rows: what it costs, what it buys

Small S: less work removed; list and gather costs remain.

Bytes sent per step - decode Bytes sent - one 512-token prefill batch
one new token per sequence - derived, not measured 8 sequences x 15,872 = 126,976 cells - derived
dense=2Bx 128K xS  kv_rows = (4+2) B x (128K/S) x S = 768 KiB

@ dense mask @ kv_rows list + mask dense mask 124 MiB

4,096 kv_rows - = 15.6 MiB 8x fewer

4,096
: break-even = 3 r T T
I 0 50 100 MiB
I
3,072 : Cells visited per query token
% | kv_rows sends less same prefill - one sequence in the 8-sequence pool
2 I
. !
g : 2,048 dense mask 126,976
- 2,048 |
c
5 kv_rows sends MORE kv_rows B up to 8x fewer
2] more input bytesatS=1, 2
< : : ' '
0 50,000 100,000 cells
1,024 768 768 :
I
I
I

1 2 4 8 16

sequences decoding at once (S)

Low S: less cross-sequence work removed Prefill: one sequence, up to 8x less to read




14 - Challenge 1 — approach 2: cost and benefit

kv_rows: what it costs, what it buys

Small S: less work removed; list and gather costs remain.

Bytes sent per step - decode Bytes sent - one 512-token prefill batch
one new token per sequence - derived, not measured 8 sequences x 15,872 = 126,976 cells - derived
dense=2Bx 128K xS  kv_rows = (4+2) B x (128K/S) x S = 768 KiB

@ dense mask @ kv_rows list + mask dense mask 124 MiB

4,096 kv_rows - = 15.6 MiB 8x fewer

4,096
: break-even = 3 r T T
I 0 50 100 MiB
I
3,072 : Cells visited per query token
% | kv_rows sends less same prefill - one sequence in the 8-sequence pool
2 I
. !
g : 2,048 dense mask 126,976
- 2,048 |
c
5 kv_rows sends MORE kv_rows B up to 8x fewer
2] more input bytesatS=1, 2
< : : ' '
0 50,000 100,000 cells
1,024 768 768 :
I
I
I

1 2 4 8 16

sequences decoding at once (S)

Prefill 2.5-2.9x faster

Prefill: one sequence, up to 8x less to read
Aman’s change - RTX PRO 6000 - 4 sequences x ~100K tokens




14 - Challenge 1 — approach 2: cost and benefit

kv_rows: what it costs, what it buys

Small S: less work removed; list and gather costs remain.

Bytes sent per step - decode Bytes sent - one 512-token prefill batch
one new token per sequence - derived, not measured 8 sequences x 15,872 = 126,976 cells - derived
dense=2Bx 128K xS  kv_rows = (4+2) B x (128K/S) x S = 768 KiB

@ dense mask @ kv_rows list + mask dense mask 124 MiB

4,096 kv_rows - = 15.6 MiB 8x fewer

4,096
: break-even = 3 T T T
: 0 50 100 MiB
|
3,072 : Cells visited per query token
% | kv_rows sends less same prefill - one sequence in the 8-sequence pool
4 |
[ |
g : 2,048 dense mask 126,976
= 2,048 ,
o kv_rows sends MORE | kv rows 15.872 X
é more input bytesatS=1, 2 : - - ’ up to 8 fewer
X I T T
: 0 50,000 100,000 cells
1,024 768 768 :
|
|
|
0
1 2 4 8 16
sequences decoding at once (S)
Prefill 2.5-2.9x faster One sequence: nothing to skip

Aman’s change - RTX PRO 6000 - 4 sequences x ~100K tokens still pay to build the list and gather (Georgi's objection)




15 - Challenge 1 — inside the kernel

Inside the kernel: gather by index

The tile loop runs over the list, not over the window.
K/V cells - stay in place

1 3 5 3 7 8 I 10 11 12 13 14 15
B B B C D C free C D D D D D

P
N
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Inside the kernel: gather by index

The tile loop runs over the list, not over the window.
K/V cells - stay in place

7 ,'9- T 11 12 13 14 15
D) 1 free : D) D D D D)
| S

B rows | 7 ] 11 1_12 ] 13 1—714 ]-»15 q_—1 ST T T T S s oo

-1=padding

tile 0 tile 1 tile 2
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Inside the kernel: gather by index

The tile loop runs over the list, not over the window.
K/V cells - stay in place

7 1
D 1 free |
‘__--l
B «_rows 7 11 | 12 | 13 14] 15? -1 -1 -1 -1 -1
tile 0 tile 1 tile 2
: / I 4 I 12 I 13 ] . tile 0: gather 4 listed cells
attention math

\ 7 I 11 I 12 I 13 ]

tile in shared memory: a small, fast GPU scratchpad

width = longest list
(another seq has 12)
-1=padding
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Inside the kernel: gather by index

The tile loop runs over the list, not over the window.
K/V cells - stay in place

7 fo "
D , free :
1
\

)

- - width = longest list
B «v_rows [ 7 ] 11] 12] 13 | 14 ] 15| -1 -1 -1 -1 -1 -1 e bas 12)

-~ tllel -~ tile 2

\

row 0 I rom tile 1: 2 cells + 2 padding

attention math
i k=-c0
Y, ” I . I - I B ] padding reads row 0, mas

tile in shared memory: a small, fast GPU scratchpad
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Inside the kernel: gather by index

The tile loop runs over the list, not over the window.
K/V cells - stay in place

7 ,'9- T 11 12 13 14 15
D) 1 free : D) D D D D)
| S

Buwrows [ 7 |11 ] 12 18] 1af5]) 1 -1 -1 -1 -1 - ool

-1=padding

tile 0 tile 1 tile 2

. tile 2: all padding, skipped
attention math
Y, no loads, no math

tile in shared memory: a small, fast GPU scratchpad
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Inside the kernel: gather by index

The tile loop runs over the list, not over the window.
K/V cells - stay in place

7 ,'9- T 11 12 13 14 15
D) 1 free : D) D D D D)
| S

Buwrows [ 7 |11 ] 12 18] 1af5]) 1 -1 -1 -1 -1 - ool

-1=padding
tile 0 tile 1 tile 2
K . tile 2: all padding, skipped
attention math
Y, no loads, no math
tile in shared memory: a small, fast GPU scratchpad
d wasted load load load 16 loaded
ense L uses 0 of 4 )L uses 1 of 4 J uses 1 of 4 ) uses 4 of 4 6 used
4 N N )
load load skipped
kv_rows L uses 4 of 4 J uses 2 of 4 JL all padding ) 8 loaded, 6 used
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Inside the kernel: gather by index

The tile loop runs over the list, not over the window.
K/V cells - stay in place

7 ,'9- | 11 12 13 14 15
D) 1 free : D) D D D D)
| S

Buwrows [ 7 |11 ] 12 18] 1af5]) 1 -1 -1 -1 -1 - ool

. . ' -1=padding
tile 0 tile 1 tile 2
K . tile 2: all padding, skipped
attention math
Y, no loads, no math
tile in shared memory: a small, fast GPU scratchpad
waste 0oa 0a 0a oade
d ted load load load 16 loaded
ense L uses 0 of 4 )L uses 1 of 4 J uses 1 of 4 ) uses 4 of 4 6 used

load load skipped
kv_rows uses 4 of 4 uses 2 of 4 all padding 8 loaded, 6 used ( Half the Ioads J
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